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A METHOD AND APPARATUS FOR ASYNCHRONOUS INFORMATION

TRANSACTIONS

Background of the invention

This invention relates to asynchronous information or data transactions, and may

be used, for example, in connection with the accessing ofweb sites on the internet.

Web sites may be accessed from a fixed or mobile location and may be configured

as Internets, Intranets, Extranets or a combination of these options. However, all

such web sites must handle interact with a client. A typical interaction model is

based on a synchronous transaction in which a cHent makes a request and a

response is received within the same session. Such a session usually only lasts a

short time after the request, the duration being defined by a predetermined timeout

value.

The increased use of Internet type services has led to a need to handle client

requests in which a single request to make a search for information or a service

may not be satisfied within a single session or by a single information provider.

These requests are typically based on a set of personalised criteria for an

individual, for example, "Please find me the best air fare to Sydney and let me

know your findings by next Tuesday". This request could be formed and then sent

to a set of potential suppliers of information. However, the nature of this query is

such that the client does not require an immediate response and neither does the

information supplier need to be able to provide the requested information instantly.

The information needed to answer the exemplary question above may be resolved



using several techniques. Current techniques include search engines, specialised

travel applications, human negotiation or a combination of these techniques. The

results returned can then be assessed in the light of the original criteria prior to

delivery to the client. How these results are assessed is not the subject of this

application.

Another example of a request which may not be satisfied within a single session

or by a single information provider is when there is a requirement for a request that

includes monitoring for extemal information, for example, "let me know when the

share price for a company reaches a certain price?" or "Tell me ifyou find a house

in a specific area that meets my requirements". These cases may have little if any

defined time associated with the feedback.

The nature of these asynchronous requests is such that, although some results may

be available quickly, the client does not need them until a specific time. The

exact time at which the information is returned will vary but how and when it is

delivered to the client is an issue that has to be addressed. This could, for

example, include early delivery should an information provider wish to make a

client aware of special offers etc.

A problem with asynchronous activities ofthis type is that ofmanaging the request

and subsequently delivering the response(s) to the client. Within a small system

where the number of requests are low, this is unlikely to be an onerous task, as it

could well be managed with the aid of a database system. However, when the

volume of transfers and size of the system becomes large, the management of

these transactions is no longer a trivial task and presents an onerous overhead.

It is an object of the present invention to provide apparatus and methods for

handling asynchronous requests of this type.
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Brief summary of the invention

According to the invention, there is provided a data package for holding an

information request and corresponding response data, comprising a plurality of

layers, the layers including a routing layer and a client request layer respectively

containing routing information and an information request, the container being

transmittable over a distributed network including a plurality of processing nodes

and each layer being interpretable by only a subset of the processing nodes.

According to the invention, there is also provided apparatus for responding to an

information request, comprising means for providing an information request in a

client device, wrapping means for wrapping the information request in one or more

layers to produce a request package, transmitting means for transmitting the

request package over a distributed network comprising a plurality of processing

nodes, means for adding and/or removing layers from the package at one or more

of the nodes, processing means for processing the package at its final destination,

and means for generating a response package for transmission back to the client

device via the distributed network.

According to the invention, there is further provided a method ofresponding to an

information request, comprising the steps of providing an information request in

a client device, wrapping the information request in one or more layers to produce

a request package, transmitting the request package over a distributed network

comprising a plurality of processing nodes, adding and/or removing layers to or

from the package at one or more of the nodes, processing the package at its final

destination, and generating a response package for transmission back to the client

device via the distributed network.



Brief description of the drawings

Methods and apparatus embodying the invention for use in asynchronous data

transactions, and data configured in accordance with the invention for use in

asynchronous data transactions, will now be described by way of example with

reference to the drawings which are block diagrams showing the data

configurations.

Description of preferred embodiments

The apparatus and method described below support both the handling of

information and its management in a generalised manner that is suitable for highly

scalable, distributed systems. Using, but not limited to, an implementation in a

generalised markup language such as XML, the method is based on the concept

of encapsulation of information within wrappers.

The generic idea is to 'pull' the requested information together in a structured form

that can be held as a composite but protected item. The "request" can then be

delivered to each of the content providers and, upon its return, be used to provide

the information needed to check and satisfy the original request.

This concept has been translated into a layered model in which each layer has

meaning at the time it is processed whilst removing the need to have detailed

knowledge of the remainder of the data.

In this way, the flow of information associated with a multipart transaction may

be managed. The transaction is typically a request that is constructed fi:om

infomiation of different types and which can result in multiple asynchronous
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responses within a highly distributed system.

The start of the process is to collect the request information. For example, the

following information may be needed to handle a single request:

• Client Device Information

• User ID - which may need to be anonymous

• User Input

• Application Specific preferences for the specific user

• Application Service providers

Some of this information only has meaning for the client device management

system, whilst other items of the information may be associated with routing the

information through a processing chain or application server(s). Consequently, the

information can be functionally separated into elements that relate to:

• client device identification and delivery

• application request (which may include users input and their personal

preferences)

• processing chain and routing

Client device and user identification information is needed for two reasons. Firstly

it is needed to determine the style and format of any response that may be sent to

the client should the response be returned within the active session time, and

secondly it is needed to provide an index into personal details such as the user's

preferences or their anonymous ID. It should be noted that in practice the response

will go back to the originator but not necessarily to the originating device. For

example, a response at a later time could well be directed to the client's message

store and an alert be sent to the client using a text message (e.g. SMS (short



6

message service)) or "push" (that is, services or information supplied to the user

other than at the user's request).

Application Request and Preferences information is used to identify the

information that the appHcation needs and could include user input as well as

information that is extracted from the user's personal preferences database. For

example, the cHent request could include details of the application that is being

run. This "Application Tag" could provide a reference into an "Application

Registry" that would detail the personal information that needs to be retrieved

prior to delivery of the request.

The "Application Registry" could also contain details relating to the privacy status

of the information.

Processing and Routing information is used to identify the sequence of steps

needed to process the information request. Information that is defined by the

application can be collected and encapsulated for delivery. The destination(s) to

which the request should be sent can be obtained and this used to define the

routing.

In operation, the system wraps (or encapsulates) information that is moved

between processing steps. In practice, the outermost layer of each object contains

the information needed to control the current processing, with inner layers

containing information that is used at other phases of the processing.

At each stage, the inner layers can remain intact and undisturbed. This method

ensures that the information flows through the system efficiently. It can also be

used to support privacy policies through the encryption of desired elements to



prevent them being accessible without suitable keys.

Layers are added" and removed as processing progresses through the system.

The ability to send a complete package through the whole system significantly

reduces the overhead of managing information independently.

To further illustrate the concept, a process example is described below.

application requires is retrieved and packaged within an XML structure. A further

layer containing routing information relating to the next stage in the processing is

added and used to control the movement of the through the system.

Any further processing steps result in additional layers being added and others

removed as they are used.

Using this approach, a well-defined interface can be defined between the client

side processing and each Application Server. This interface can detail the

elements needed by the Application Server as well as those elements that should

be preserved.

m
In

m

The process may start with a simple request from a client. The information from

the request together with client device information and other information that the

A generic "Common" application interface that can ensure basic processing can

always be performed at least to the extent needed to identify problems that may

exist. Elements to support specialisation for specific applications can be added.
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Information contained in this interface may include, for example:

• Client device user agent

• Client ID — which may start as a msisdn but may well be replaced with an

anonymous user ID to allow transfer to third parties

• Application specific data input by the client

• Application specific routing to identify where the information should be

sent.

Some parts of this data are not required by the Application Server e.g. Client

Device User Agent and identity and therefore may be encrypted but retained

within the transmitted data structure. It may be that private information needs to

be sent to the Application Server and this may be transported in an encrypted form.

However, the ability to transport a complete package including information that

would otherwise have to remain on the client side simplifies the data management

process by eliminating the need for client side storage and the overheads

associated with its management.

As part of the interface mechanism, each package sent may be noted and relevant

details retained to maintain an audit trail as required.

The results of the request firom one or more application servers may be one or

more objects that are constructed in a similar manner to the request and with the

key response information and source being at the core ofthe returning object. Each

layer added aids with routing and processing the information. The exact elements

returned form part of the Application Interface.
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It should be noted that any component can determine from the outermost layer

whether it needs to process the current object or pass it directly elsewhere for

processing.

Those objects that are not for processing by the current processing element may

well fall into the category of ill-routed objects. These ill-routed objects can be

handled by sending them to a suitable routing process that can interpret the

information contained within the outermost layer to redirect them to a suitable

application.

The requirement to monitor activity may be limited to specific events or may detail

selected information relating to the nature of the request and subsequent response.

One requirement may be to determine if each request has been handled within the

required time. Information from a packet can be extracted to determine when a

response is expected/required. If no response is received, then this can be used

both to determine service levels as well as proactively to respond to a client

informing them that no information was received.

Since all information is available, auditing of incoming responses provides a

straightforward method to handle content specific billing. For example, when the

response is received, it can be checked in relation to the outgoing request. If it

meets the requirement the response can be delivered to the client and a suitable

charge calculated and billed.

Other monitoring functions can be achieved using a similar mechanism.

The processes described above have the ability to handle asynchronous requests



which may or may not be time-limited. One function that can be supported is the

abihty to pass a request to "Agents" that in due course perform functions such as

monitoring share prices against pre-defined criteria and then in due course respond

when defined conditions have been met. Another example may be more involved

such as monitoring for cheap holidays in a place that the user is known to like and

at the times ofthe year when they generally take their holiday (the personal criteria

having been derived from a range of accessible databases or other applications).

These agents can act as Watchers providing users with the added value of

monitoring whole ranges of information providing responses at indeterminate

m times.

m

The method outlined above can be used to handle interactive requests that result

in both synchronous and asynchronous responses and ensure that the results can

jji be delivered in an efficient manner to the client.

M
The fact that each object contains the data associated with the request (and

subsequently response information) with the information related to its processing

removes the need for a centralised management system, and hence makes it highly

scalable.

In summary, the system described above simplifies the management and

processing of information requests and subsequent responses. By maintaining

information relating to a single request in a consistent and distributable form, it

provides a highly flexible, extendible, and scalable solution for the management

of both synchronous and asynchronous requests from clients. The ability to

transport secure information within the package whose access can be tailored to

a specific requirement supports a flexible and secure interface suitable for

disclosure to third parties for a full range of interactive information and games
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services.

A comparable prior art approach for handling the same type of transaction would

be a relational database. At each stage ofthe process, an application interacts with

the database making this central to the operation and performance of the system.

As the system grows and number of external interactions expands, there will be

high demand on the database, which although it may be distributed, could

represent a significant overhead that may be difficult to scale.

Another approach to address some of the problems associated with developing

applications of the type illustrated would be to develop individual applications that

are capable of managing the processing of the specialised requests and collating

results for delivery to the client.

A detailed implementation is now described.

A typical request may be made via an internet or 'phone connection (SMS, (short

message service) WAP (wireless application protocol) etc). Each of these request

types has a limited session time. The request is packaged into a suitable form and

distributed to one or more application servers who will subsequently deliver some

response. Some time later, responses will be received and the interactive system

will select information that satisfies the clients' request. The client needs to be

informed that information is available for them. The fact that they may not be on-

line or have their 'phones operating poses potential problems. However, each user

within the system has a message store in at least one form so that results can be

posted to this location. In parallel with the storing activity, the user can be alerted

to the availability of results via SMS or email or, in due course, via WAP push or

other techniques that evolve.

In reviewing this example, it can be seen that the significant feature of the

invention is the ability to handle the asynchronous multiple response nature of the



requests.

The nature of the solution is that it is flexible and can support different

architectures where several elements are involved in this process. As an example:

1. With reference to Figure 1, a request 2 from a client device is received.

This is used to create the basic request object 4. Information 6 about the

client device is encapsulated within the request object 4 so that it is

available later should it be required. The client device information may be

encrypted so that it is meaningless outside the system for cases when third

party organisations are involved. This enables all information to be kept

together.

2. With reference to Figure 2, the request object 4 together with any

appropriate personalised information is packaged at 12 into a personalised

request 8 suitable for the range of applications that can be used to find the

requested information. The personalisation information may be derived

from a database 10.

3. With reference to Figure 3, the personalised request object 8 is passed to

the processing applications. These may exist as internal applications or be

external. Consequently, the type and nature of the transmission may to be

modified. For example, personal details may need to be made anonymous

(at 14) for some enquiries for legal reasons (creating an anonymous request

1 6) whilst other information may need to be encrypted (at 1 8) for security

to produce an encrypted request 20. Routing information 21 is added to

create the packet 22.



It will be noted that in each step above, one or more additional layer is

added to the object or packet.

When packet 22 (which contains the objects 6,4,8, 16,and 20 discussed

above) is received by an Application Server, the routing details contained

in the packet can be discarded and the application can start to unwrap the

object using known rules (as defined by its interface) to retrieve the

information, as appropriate e.g. decrypting, until the original request is

known.

Upon completion of its processing, the application takes the original

request elements and constructs a return object that contains the original

request and client information together with any response that will itself

identify who and where the response has been generated. A contract

relating to the interface between the client and server systems governs the

construction of the objects.

The response package is then encrypted, if required, and wrapped with

suitable routing information to enable it to be returned in an appropriate

manner to the client.

The results received may be many and these need to be collected prior to

informing the client. It may be that results are returned as they are received

whilst others may be saved for transmission at a specified time. Typically,

the response will be routed to the client's message store and an alert sent

using email and/or SMS to advise the client that information is available.

The choice of alerts will be defined in the original request.



At each stage, information is used both from the received object and from

knowledge of the next stage in the process to produce a new object that is self-

describing in terms of the actions that need to take place.

The method for handling the object described above may be a text or binary

format, for example, an XML definition with Java-based processing. Encrypted

information may be maintained in an ASCII portable format so that it can be freely

transmitted without reliance on a tme binary connection.


